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Abstract 
This document outlines proposals for developing awareness and skills regarding ethical AI and robotics 

systems within society.  It covers the various needs, and proposes solutions, within Higher Education 

curricula, industry training, product certification and the means by which to raise awareness within 

the general public.  We have sought to minimise risk and increase the chances of success, by limiting 

our proposals to established methodologies and proven approaches.  With regard to Higher Education, 

we outline the case for integration of ethical education within Computer Science and Engineering, as 

well covering the needs of other disciplines, such as law and business, to understand relevant ethical 

AI concerns within their speciality.  Finally, we provide a best practice case study of a module taught 

at Harvard University which exemplifies the ideal format we recommend.  Moving to commercial 

industry, we briefly outline policy proposals for the development of commercial certification schemes 

for products and people.  We then discuss methods by which these schemes can obtain popular 

support, such that it becomes profitable for AI developers to pursue such certifications.  This document 

concludes with a brief discussion of methods by which to promote general public awareness of ethical 

AI and its issues.   
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Executive summary 
This document outlines in broad terms strategies for increasing awareness of, and competency to 

handle, ethical issues of Artificial Intelligence systems and robots.  The document discusses the needs 

of higher education, commercial industry and the general public. 

We discuss the needs for improving ethical awareness and the ability to resolve ethical issues in 

Computer Science and Engineering, where the majority of AI and robotics developers will come from.  

Here we recommend a deep integration of ethical training within the standard curricula within these 

fields and not just in specialised degrees tuned towards AI or robotics.  We use as a case study a module 

from Harvard University’s Computer Science program which we believe illustrates a practical, proven 

and best-practice approach.  This case study demonstrates the degree to which it is possible to 

integrate ethical education by philosophers deeply into highly technical Computer Science courses.  

We also discuss the need for some degree of ethical AI awareness in many other disciplines, such as 

law and business.  Here graduates can be expected to assess, purchase and use AI and robotics systems 

and so will need a good understanding of the ethical issues AI or robotics systems can generate in their 

professional lives. 

Our recommended strategy for industry is to encourage the development of certification schemes for 

products and people.  Here our aim is the development of a self-sustaining business ecosystem 

providing training towards certification, certification exams and product labelling schemes.  We do not 

propose the development of new initiatives, instead recommending encouragement of existing 

schemes to expand into this area, as has occurred, for example, with data protection.  We also 

recommend the development of a product labelling scheme modelled on the Energy Rating Labelling 

scheme.  We recommend strategies by which to generate market demand for these certifications on 

the premise that industry will adopt ethical AI if the market demands it. 

Finally, we discuss raising public awareness of ethical AI through existing public communication 

channels and civic bodies, and the addition of relevant ethical AI considerations into codes of 

professional through bodies such as the Council of European Professional Informatics Societies (CEPIS). 
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1. Introduction 
There has been a growing awareness in recent years that artificial intelligence (AI) raises significant 

ethical issues. It is increasingly recognized that if AI technology is to be beneficial to society these 

ethical issues must be recognized and addressed. Various methods and instruments are being 

developed to address ethical issues, such as detailed ethical guidelines for the development and use 

of AI, Ethics by Design methodologies to address ethical issues in the development of AI, research 

ethics frameworks, ethics standards and certification for AI, and ethics-inspired regulations and 

policies. 

What is increasingly also being recognized is that in order to promote ethics for AI, and for 

professionals to utilize the various methods and instruments that are being developed, education and 

training are needed.  Professionals need education and training so they can recognize and decide on 

ethical issues relating to AI in their work, and to utilize methods and instruments to deal with them.  

This document discusses the education and training needs which currently exist and how these can be 

properly addressed. It also discusses the more general objective of awareness raising: how can we 

ensure that the general public is aware of, and knowledgeable about, the ethical issues relating to AI? 

2. AI Ethics In Higher Education 
2.1. For which students? 

It is increasingly accepted that AI ethics should be an important component in the curricula of students 

who pursue degrees in AI.  However, many AI developers come from less directly-related degree 

programs in engineering or computer science, such as computational thinking, data analytics or even 

just general programming. Moreover, in general degree programs which have some relevance to AI, 

such as IT law, business or innovation management, AI is becoming increasingly central, which also 

warrants having AI ethics covered in the curriculum.  

Furthermore, AI is an enabling technology which will deeply affect all sectors of society, especially 

healthcare, education, government, retail and media.  Increasingly, students whose curricula focus on 

such sectors cannot avoid learning about AI and its impacts.  As part of any course which covers the 

impact of AI on their sector, it would be appropriate to include ethical issues relating to AI. This would 

affect study programs in many areas, especially in applied social science such as governance studies, 

management science, health sciences, architecture, communication studies, media studies and 

educational sciences.  In traditional social science fields such as sociology, law, politics and psychology, 

studies of the impact of AI on their subject matter, including ethical issues, would seem relevant.  

Furthermore, given the increasing importance of AI applications in science, engineering and medicine, 

consideration of ethical issues relating to the use of AI in these fields is also warranted. 

A special place can be assigned to the discipline of philosophy, which includes the field of ethics. In 

applied ethics programs a course on AI ethics appears relevant giving the increasing importance of AI 

ethics as a field of applied ethics. It is also conceivable, in the future, that specialized master programs 

in ethics of AI will be developed, or multidisciplinary programs in AI ethics, law and governance or AI 

and society. 
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Because of its vast implications for all sectors of society, it is becoming apparent that AI is a 

multidisciplinary field, with people specializing not just in AI technology, but also in the application of 

AI in different social sectors, and in areas such as AI law, AI ethics and AI governance. The 

multidisciplinary nature of research in AI also suggests the importance of multidisciplinary courses in 

which students from different disciplines participate to learn from other perspectives and how to 

combine them.  A course in AI ethics which is open to diverse disciplines could have this role of bringing 

different disciplines together.  Alternatively, a course in AI and Society, which studies the interaction 

between AI and society and the various ways to govern this interaction, and in which ethical issues are 

covered, could have a similar role of bringing disciplinary perspectives together.   

Courses which teach the interaction between AI and society are of particular importance.  There is a 

tendency towards technological determinism (Dafoe, 2015) when evaluating the impact an AI system 

will have on society, under which it is assumed the social impact can be predicted purely from the 

functional characteristics of the AI system.  This naïve and mistaken view fails to understand that the 

social impact of any technology largely depends on how society uses it.  It is therefore impossible to 

predict the social effects of AI without understanding the social context in which it will be deployed.  

Because fields such as engineering and computer science do not typically teach anything about society 

and how it functions, it is therefore vital these fields introduce such courses. 

Objectives of AI ethics teaching units 

We will now cover the objectives of AI ethics teaching for the different student groups identified above. 

First, what should be the objectives of AI ethics teaching for students in AI and in broader computer 

science and computer engineering fields? We can distinguish two overall objectives: 

 Applied ethics of AI: To develop a care for, and understanding of, ethical issues at the 

intersection of AI and society, including an ability to recognize, analyse, reflect on and discuss 

such issues, and to propose possible solutions. 

 Professional ethics of AI: To develop an understanding of professional ethical issues regarding 

AI and the responsibilities of AI and computer science professionals in relation to these issues, 

and to develop skills in handling ethical issues relating to AI in one’s professional activity. 

For students in applied social sciences, who are active in specific domains like government, healthcare, 

or education, the applied ethics objective also appears relevant, next to a modified professional ethical 

objective: 

 Professional ethics of AI (for applied social sciences): To develop a care for, and understanding 

of, professional ethical issues regarding the application of AI in one’s field and one’s 

professional responsibilities in relation to these issues, and to develop skills in handling ethical 

issues relating to the application of AI in one’s professional activity. 

Analogous objectives also apply to students in science, engineering and medicine. 
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Moreover, the applied ethics of AI objective could be focused, for these fields, on those applied ethics 

issues which occur within the domain parameters of one’s field, rather than those of society as a whole. 

For instance, for those working in healthcare, the applied ethics of AI objective could be the following: 

 Applied ethics of AI in healthcare: To develop an understanding of ethical issues at the 

intersection of AI and healthcare, including an ability to recognize, analyse, reflect on and 

discuss such issues, and to propose possible solutions. 

We furthermore recommend that ethics teaching does not consist solely of the formulaic teaching of 

principles and their application, and of methods for addressing ethical issues in one’s profession.  The 

development of new AI systems will inevitably lead to the rise of unanticipated issues.  It is therefore 

essential workers are able to detect and resolve these themselves.  AI ethics in their degree courses 

should therefore include the teaching of critical thinking and the reasoning skills required to critically 

assess ethical issues, engage in critical debate with others, and to arrive at meaningful and well-

balanced solutions to ethical issues.  This requires more than merely understanding the impact of AI 

on their field.  In order to determine appropriate strategies and solutions, one must understand what 

AI is capable of, and also what its limits are (significant ethical problems have occurred in AI because 

of an over-estimation of its capabilities).  This requires a basic understanding of how AI systems are 

built and how they work. 

Curriculum Content 

AI ethics courses or modules can be structured around the applied ethics and professional ethics 

objectives which apply to the type of programme that they are part of.  We will first discuss course 

content related to applied ethics objectives and then move to professional ethics objectives. 

Applied ethics objectives 

The applied ethics of AI in society objective can be met through several paths.  Firstly, it is 

recommended that students are acquainted with a number of paradigmatic, real-world, cases which 

have raised important ethical issues of AI in society. Ideally, these cases would cover a range of key 

ethical issues associated with AI, including issues relating to fairness, autonomy, accountability, 

privacy, transparency and well-being. For instance, these could be prominent algorithmic bias cases, 

prominent examples of AI systems violating privacy at a large scale, and prominent cases of 

autonomous AI systems which raise issues of accountability. 

Secondly, teaching is needed of the way these cases can be approached through ethical analysis. This 

includes an exploration of fundamental ethical concepts and principles in AI, such as those mentioned 

above and of methods of ethical analysis. Instruction could initially focus on ethical concepts and 

principles and how they relate to AI.  This would be the appropriate point at which to introduce existing 
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sets of ethical guidelines in AI, such as those proposed by the High-Level Expert Group on AI1 of the EC 

and by IEEE2 and OECD3.  These are founded on a central set of ethical concepts and principles, so it is 

appropriate to teach these and how they have been used in applied ethics.  What, for example, is 

autonomy and why is it important?  What is privacy? What kinds of privacy are there, and what 

justifications are given for its importance? 

These concepts and principles will then need to be discussed in the context of AI.  This could include a 

review of how they relate to AI.  How, for example, do ethical issues of fairness show up in AI? This 

could include a coverage of the more general issues of algorithmic bias and of digital divides and it 

could include fairness issues in various types of applications of AI, for example, in the justice system, 

in healthcare, in policing and in education. Various additional examples can be presented of cases in 

which such ethical issues played a role. 

Next, after training in the recognition and identification of ethical issues in AI, training in ethical 

analysis is needed, as well as in the development of solutions to ethical issues.  As part of this training, 

moral debate should be practiced. This step can rest, on the one hand, on standard approaches to 

ethical analysis in applied ethics, as well as specific analyses and tools of analysis that have been 

developed in AI ethics.    

Finally, students can be taught about the various methods for supporting ethics for AI in practice, such 

as Ethics by Design methods, research ethics frameworks, ethics standards and certification and 

others, as well as the responsibilities and roles of various actors. 

Applied ethics of AI in particular domains objectives can be met in a similar way, starting with 

exemplary cases in the domain in question, followed by coverage of ethical concepts and principles 

(including, possibly, ethical guidelines for AI that have been developed for that particular domain, if 

any), their application to ethical issues in AI in the domain, and then on to practicing ethical analysis 

and being introduced to relevant methods and actors. 

“Professionalism and ethics should be the cornerstone of any curriculum 

in computer engineering. The focus on design and development makes 

social context paramount to one’s studies in the field.” 

 - (Joint Task Force on Computer Engineering Curricula, 2016, p.43) 

                                                           

 

 

 

1 See https://ec.europa.eu/digital-single-market/en/news/ethics-guidelines-trustworthy-ai  
2 See https://standards.ieee.org/content/ieee-standards/en/industry-connections/ec/autonomous-
systems.html 
3 See https://www.oecd.org/going-digital/ai/principles/  

https://ec.europa.eu/digital-single-market/en/news/ethics-guidelines-trustworthy-ai
https://standards.ieee.org/content/ieee-standards/en/industry-connections/ec/autonomous-systems.html
https://standards.ieee.org/content/ieee-standards/en/industry-connections/ec/autonomous-systems.html
https://www.oecd.org/going-digital/ai/principles/
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Professional ethics objectives 

The professional ethics of AI objective for students in AI, computer science and related fields, can be 

met in the following way.  In all forms of applied ethics education, it is often a good idea to start off 

with exemplary cases. The purpose of the cases here is not to present particular societal ethical issues, 

but rather to present moral dilemmas that AI professionals may encounter in their work. This can be 

cases in which decisions have to be made about whether or not to go forward with projects which 

appear to raise ethical issues.  A common method which has emerged for all forms of ethical education 

in this regard is to ask students to design an AI system and then explore the ethical issues their own 

design generates.  We provide an example of how this is done at Harvard University below. 

Next, it will be useful to cover existing professional ethical codes in the field of computer science and 

AI, and more generally discuss the responsibilities of AI scientists, engineers and computer scientists. 

This discussion of professional responsibilities can then also be related to the ethical guidelines for AI 

that were discussed under the Applied Ethics of AI objective. 

A third step is to relate these conceptions of professional responsibility to professional activity in the 

AI field. What, first of all, are one’s professional responsibilities in relation to particular ethical 

principles (e.g., fairness, privacy, accountability)? What should one do, for example, in the 

development of AI systems to ensure that they are fair and free from bias? These responsibilities can 

also be investigated in relation to particular types of techniques and systems (e.g., machine learning, 

affective computing, drones, decision support systems) and application domains (e.g. healthcare, 

manufacturing, defence). Cases can be used to help illustrate ethical issues in relation to these 

principles, techniques, systems and application domains. The objective of these explorations is not just 

to identify ethical issues that should be faced, but also to discuss what professional responsibility 

dictates and how professionals should act. How to balance particular values and interests in this 

process is a particular challenge that should be discussed and practiced.  

Some of the recommended topics for ethics courses for AI, computer science and related fields are: 

ethics of algorithms; Ethics by Design approaches (both learning about them and practicing them in, 

or in conjunction with, other courses); coding for fairness (including the prevention and mitigation of 

algorithmic biases and mitigation of digital divides, and with special consideration of risks of 

discrimination in relation to social categories such as gender, race, and class); privacy issues in AI; user 

autonomy and freedom and the maintenance of meaningful control in AI; the ethics of transparency 

and explainability and what standards to use in AI development; issues of responsibility, accountability 

and liability in relation to AI systems and how to approach them; social and environmental impacts of 

AI and how to take them into account in development; supporting diversity in AI development and in 

the AI profession; ethical issues relating to particular types of techniques such as machine learning, 

automated planning and scheduling, computational ethics, intelligent agents, computer vision, 

embedded AI, social robots, big data, and unmanned areal vehicles; ethical issues in different 

application domains such as healthcare, finance, law enforcement and education. 

It is important not to be too prescriptive regarding specific topics at this time.  Many of the demands 

of ethical AI are new, such as full-development process auditability.  In such cases there are no 

established methods by which the developer community can meet these demands.  This is not to say 
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they are impossible, merely that best practice, or even common practice, has yet to be established.  

Similarly, there are no standardised tools by which to meet them.  In many cases tools will be bespoke 

to individual teaching institutions.  In some cases the field has yet to achieve agreement over even 

basic terminology.  For example, ‘computational ethics’ is used to describe computer simulations of 

individuals with varying ethical values interacting in order to predict social attitudes (Quigley, 2007), 

but also as an alternative term for Ethics by Design (Segun, 2020).  Any curriculum design therefore 

needs to allow for variations in approaches to individual topics, significant change in course contents 

over time, and frequent additions or removals as AI systems become more sophisticated and their 

impact on society becomes better understood. 

It is therefore necessary to recognise that individual institutions will vary considerably in their 

approach to teaching AI ethics, and to encourage this variation.  Over time best practice will emerge.  

Similarly, following a universal pattern in the history of technology (Cardwell, 1994), standardised tools 

and methodologies for meeting the needs of ethical AI will also emerge.  Courses in computer science 

and engineering will come to incorporate these tools and methodologies as they come into common 

usage.   After a period of years it will become possible to set common core curricula which can be 

reasonably expected of all such courses, but this is unlikely in less than five to ten years. 

The professional ethics of AI objective for students in other fields can be met in an analogous way. In 

these other fields, the emphasis is on the application of AI technology, rather than its development 

and maintenance. Here, it is also good to start off with exemplary cases that present moral dilemmas 

in the application of AI that students professionals may encounter in their future profession, such as, 

moral dilemmas regarding the introduction and use of legal expert systems in the profession of law. 

Secondly, discussion of professional ethics in the field at issue should take place and should be related 

to existing ethical guidelines for AI.  Finally, the conceptions of professional responsibility should be 

applied to particular applications of AI that are relevant to one’s field of study, with the intent to 

analyse and discuss how professionals should act in relation to these applications so as to act morally 

and professionally. 

Teaching staff and teaching methods 

AI ethics courses for computer science students should be taught by faculty with significant training in 

ethics as well as a good understanding of AI technology. Faculty should therefore be computer 

scientists who have received training in ethics, ethicists who have familiarized themselves thoroughly 

with AI, or teams of computer scientists and ethicists. In computer science curricula, it is reasonable 

to expect that ethics of AI will be integrated both into general AI courses intended for computer science 

students and stand-alone AI ethics courses.  An increasing number of students are pursuing PhD’s in 

this area by combining Computer Science and Philosophy.  Such students are positioned either in 

Philosophy departments or in Computer Science departments, with no detectable preference for one 

or the other, but rather roughly equal numbers in both.  This suggests either path is suitable for 

developing specialists in ethical AI and that such graduates will become an increasingly important 

cohort of educators for the future should be encouraged.  

Regarding teaching methods, it is recommended that a combination of active, passive, individual, and 

group tasks and assignments are used to bridge the gap between theoretical discussion and concrete 
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cases. On top of attending lectures and seminars, students may be asked to engage critically with 

extensive (non-fiction and science fiction) readings, actively participate in group discussions, carry out 

research papers and presentations, analyse (custom) case studies, engage in practical exercises, 

propose projects and policy recommendations, as well as algorithmic solutions, depending on their 

background. This combination of methodologies should allow students to achieve a better 

understanding and retention of the issues at stake, and ultimately incorporate AI ethics into their 

future careers. 

2.2. Case Study – Harvard University: Embedded EthiCS4 

There is a developing consensus that ethical education needs to be embedded as modules inside 

existing courses rather than taught as independent streams within a degree course.  While there is no 

mechanism for determining majority sentiment in this respect, it is noteworthy that no organisation 

has disagreed with this position nor advocated anything to the contrary.  In particular, this is the 

position of the US National Academy of Engineering (Hollander and Arenberg, 2009) and the ACM/IEEE 

Joint Task Force on Computing Curricula (Joint Task Force on Computer Engineering Curricula, 2016) 

and the European AI Alliance. 

An example of this is offered by Harvard University, which operates a program of ethical education 

modules within the computer science degree programs using a “distributed pedagogy” approach, in 

which philosophers are embedded within Computer Science education.  The primary aim of the 

program is to teach students how to think through the ethical and social implications of their work.  

Harvard’s “Embedded EthiCS” pedagogical methodology treats ethical reasoning as integral to 

computer science education by embedding ethical education inside standard computer science 

courses across the curriculum.  It works by using philosophers to teach ethical modules within courses 

which explore the ethical issues raised by that particular course’s contents.  For example, in a data 

systems course, a philosopher might explore issues of privacy in large, distributed systems.  In a 

machine learning class, the philosopher might explore how solving problems using machine learning 

can lead to inadvertent discrimination.  The modules emphasize “active learning” assignments which 

teach students to apply the philosophical ideas they learn to real-world ethical problems.   

The program is a joint initiative of Harvard University’s Computer Science and Philosophy departments.  

Commencing in 2017 with four modules, it now offers twelve. 

The goal of Embedded EthiCS is to teach students to think ethically.  This requires an understanding of 

the social context in which systems operate as well as the ethical issues within a particular system. The 

Embedded EthiCS program aims to teach students to: 

                                                           

 

 

 

4 https://embeddedethics.seas.harvard.edu/  

https://embeddedethics.seas.harvard.edu/
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 Identify and anticipate ethical and social issues in their work. 

 Think clearly about those issues, both alone and collaboratively. 

 Communicate their understanding of those issues effectively. 

 Design systems that take into account ethical and social concerns. 

The creators of this program hold that embedding ethical education within standard courses achieves 

better results than independent parallel streams of ethical training, for the following reasons: 

 It shows students the extent to which ethical and social issues permeate virtually all areas of 

computer science. 

 It familiarizes students with the wide range of ethical and social issues arising across the field. 

 It provides students with repeated practice reasoning through those issues, communicating 

their positions, and designing systems that take into account what they've learned. 

(Grosz et al., 2019) 

While this program is intended to cover all aspects of ethics relevant to computer science, some 

modules directly address issues of ethics in AI and can be used to illustrate the way in which a module 

can be embedded into a traditional computer science curriculum. 

Module: Discrimination and Machine Learning 

This module is taught within CS 181: Machine Learning, which is described as an “advanced 

undergraduate” course.  Students are expected to be proficient programmers familiar with probability 

theory, calculus and linear algebra.  The aim of the course is to develop the ability to create real-world 

AI applications. 

The ethical module within this course focuses on the concept of bias and discrimination, teaching the 

distinction between treatment and impact and the ways in which bias within AI systems can result in 

discrimination in society.  Specific techniques for detecting and removing bias are evaluated, such as 

the limitations of using statistical comparisons to determine the presence of bias.  Such issues are 

contextualised through teaching the relationship between technical feature and social context, such 

as the distinction between mathematical and social bias. 

The module works through “real-world” examples, in which students design theoretical systems and 

explore the ethical issues they raise.  Assignments are typically short and require a combination of 

programmatic and philosophical input in which they must explain how their algorithms can be tuned 

to avoid bias, accompanied by two or three paragraphs of text justifying their approach in terms of 

ethical and social values.  The emphasis is on reasoning skills, with little to no requirement for research. 

The authors of the module claim the response has been very positive because  

“students are able to see immediately how the moral issues raised in the module were 

relevant to concrete, socially important applications of machine learning, as well as how 
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current machine learning researchers are addressing issues of discrimination in current 

research.”5 

This module is thus an excellent example of how to teach our recommended approach of Ethics by 

Design.  Here ethical considerations are taught as an integral part of the programmer’s education.  The 

idea that ethics are something to be done after a system is finished never arises because ethics are 

taught as one of the criteria by which systems are designed. 

However, this module is tightly integrated with the main topic of the course and requires extensive 

knowledge of the main course material.  Developing such highly integrated modules is likely to be 

unattainable in many universities, especially considering the degree of computational and 

mathematical knowledge required of the philosophers and pressure on time for course development.  

However, it may be regarded as an ideal type for integration of ethics into AI courses in Computer 

Science.  By contrast, other modules take a more general philosophical approach.  For example, the 

module “Robots and Work”, taught within CS 189 - Autonomous Robot Systems, teaches Rawl’s theory 

of justice so as to connect ethical aspects of the workplace with the societal impacts of automation. 

Conclusions 

The success of Harvard University’s Embedded EthiCS program demonstrates the feasibility of 

integrating ethical education into any higher education course and the positive outcomes which can 

be expected.  We have taken as our example the most extreme integration of philosophical education 

with another course possible.  Modules in law, business, sociology, medicine and other fields not 

directly concerned with constructing AI do not need such deep integration and we can therefore be 

confident they can be introduced much more easily.  Even the majority of Computer Science and 

Engineering courses do not need such deep integration in order to achieve positive benefits.  

Consequently, Harvard University’s Embedded EthiCS program demonstrates the feasibility of 

integrating education in ethical AI within any existing higher education courses.   

3. AI Ethics Education And Training In Industry 
Given the range of relevant actors already extant within commercial industry who need to be involved 

in ethical AI, we do not think a single solution is viable.  Our strategy is focused on encouraging industry 

to adopt our recommendations by making it in their commercial interest to do so.  The ultimate aim is 

to see a self-sustaining business ecosystem which devoted to the development and promotion of 

ethical AI systems because companies profit from it. 

                                                           

 

 

 

5 https://embeddedethics.seas.harvard.edu/module-CS181.html  

https://embeddedethics.seas.harvard.edu/module-CS181.html
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Our strategy here uses only techniques proven to work in other areas. The centre of the strategy is a 

certification program based on proven policies from relevant areas, such as certification of equipment 

(such as electrical and aircraft components), industry training and certification programs (such as 

Microsoft’s Certified Professional programs), the EU Energy Labelling scheme, and the established 

processes by which commercial industry develops certification programs, such as ISACA’s COBIT and 

CGEIT.  We recommend integration of our aims into existing programs rather than promoting new 

ones.  Our strategy with certification bodies is to build an environment which motivates them to 

develop and promote the required training and certification programs themselves.   

3.1. The Ethical AI Certification Program 

There will be three categories of certification: 

 Systems – AI and robotics systems will be certified as meeting ethical requirements.  

 People – People can obtain a range of Ethical AI certifications, as appropriate for their role (e.g.: 

developer, business manager, educator) 

 Training Programs – Training programs leading to certification will themselves be certified as 

suitable for the task.  Under many certification schemes, the training company must be certified 

as able to effectively deliver the training program. 

For this policy to work, there needs to be a commercial advantage for those who certify their products 

and staff.  This commercial advantage will then generate a desire to seek certification.  Since adoption 

of the certification system produces commercial advantage, AI vendors will then be motivated to 

maximise the value of their investment in these certifications by promoting their possession of them 

and the value of them. In other words, industry will have a stake in promoting ethical AI to the public. 

Certification Ecosystems 

The development of a product certification ecosystem means many different types of stakeholders 

becoming involved in the product certification process.  This will include existing trade bodies, new 

trade associations united by specific AI functions used in multiple industries, such as a trade association 

for creators of facial recognition systems, and standards bodies such as IEEE (which is developing the 

Ethics Certification Program for Autonomous and Intelligent Systems6).  Significant AI platform 

providers, such as Google, Microsoft and IBM, will develop their own organised ecosystems of 

adherents (developers, vendors and the final end-user organisations).  We can expect such companies 

to develop their own range of certification schemes for ethical AI just as they have done for other 

technologies.  Finally, private certification organisations have already started to develop ethical AI 

                                                           

 

 

 

6 https://standards.ieee.org/industry-connections/ecpais.html  

https://standards.ieee.org/industry-connections/ecpais.html
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certifications.  For example, Certnexus7 has developed the Certified Ethical Emerging Technologist 

certification, together with a training program8. 

3.2. AI Products 

We recommend system certifications based on the model seen in industries where safety is important, 

such as electrical products, aircraft and medical equipment.9   Systems must first a product certification 

before they can enter the market.  This certifies that the system meets the ethical requirements for an 

undeployed AI system.  Increasingly, AI products sit on back-end platforms which provide the raw AI 

processing power.  The ethical status of such back-end AI platforms will affect, if not determine, the 

ethical status of application using them.   We therefore recommend an AI platform certification which 

focuses on the system’s suitability to provide its backend functions ethically.  An AI product may not 

obtain a product certification if it is using a back-end AI platform which does not possess an AI platform 

certification. 

Installed systems will also need AI installation certificates before they can be used.  This will consider 

the wider context within which the application is operating as well as the application itself.  For 

example, a facial recognition system may be deployed to control access to a building.   The installation 

certification would include checks that that appropriate signage is displayed to inform people that they 

are being subject to AI surveillance. 

Auditing 

A system’s ethical status may change over time as it learns and acquires new data.  On-going 

compliance must therefore be regularly assessed through auditing.  Audit procedures will need to be 

in accord with the product’s certification.  Auditing will need to be regular.  We do not recommend 

specific approaches to audit.  Other industries, such as aircraft components, operate effectively while 

allowing for considerable national variations in approach (Leveson, 2011).   

3.3. People 

People are to be certified through professional training programs and exams.  Existing AI engineer 

certificates are already available, but need ethical components added. Purely ethically-focused 

                                                           

 

 

 

7 https://certnexus.com/about-certnexus/  
8 https://certnexus.com/certification/ceet/  
9 The Danish government is in the process of developing a “responsible data use” seal for AI 
product certification, but this program is in early stages and no details are available for us to 
model our proposals on.  See https://dataethics.eu/danish-companies-behind-seal-for-digital-
responsibility/  

https://certnexus.com/about-certnexus/
https://certnexus.com/certification/ceet/
https://dataethics.eu/danish-companies-behind-seal-for-digital-responsibility/
https://dataethics.eu/danish-companies-behind-seal-for-digital-responsibility/
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certification programs are also arising, such as Certified Ethical Emerging Technologist10 from 

Certnexus.  There are many existing certifications which should incorporate ethical AI components, 

such as COBIT.11   

A range of certifications will be required, as is the case for most technical systems.  For example, while 

developers need a detailed understanding of the coding decisions which can lead to ethical issues, the 

senior managers of an organisation using that system need to understand how their organisation’s 

way of using it can affect its ethical status once operational.   

Ethical AI requirements should be incorporated into the EU e-Competence framework12 because most 

European certification bodies use this as a standard from which to draw requirements. 

Professional Associations and CPD 

Professional associations typically require continuing professional development programs (CPD’s).  

They should be encouraged to include requirements for appropriate CPD training in ethical AI.  

Professional associations often have codes of conduct which should be kept in line with the 

certification standards as they evolve, as well as relevant audit or CPD requirements.  A valuable 

channel for communication with IT professionals will be the Council of European Professional 

Informatics Societies (CEPIS)13 which represents the thirty-five IT professional associations across 

Europe.  Many European professional associations draw guidance from the European e-Competence 

Framework14, so this is another reason for updating it to include ethical AI. 

SME’s and Business Awareness  

It is important to bear in mind the majority of AI purchasers will be small businesses.  AI systems are 

not necessarily large or expensive.  99.8% of all businesses in the EU are small and medium-sized 

enterprises (SME’s) (Executive Agency for Small and Medium-sized Enterprises, 2019).  We therefore 

recommend building ethical AI awareness through the channels which SME’s already use to acquire 

new expertise -  trade associations and business support networks.  SME education should focus on 

deployment certification and issues relevant to the purchase and operation of AI’s.   This awareness 

strategy must promote the value of the certification schemes.  Purchase of an AI possessing an ethical 

                                                           

 

 

 

10 https://certnexus.com/certification/ceet/  
11 https://www.isaca.org/credentialing/cobit 
12 https://www.ecompetences.eu/  
13 https://cepis.org/  
14 Some examples can be seen at https://www.ecompetences.eu/professional-bodies-trade-unions-
and-sector-associations/  

https://certnexus.com/certification/ceet/
https://www.isaca.org/credentialing/cobit
https://www.ecompetences.eu/
https://cepis.org/
https://www.ecompetences.eu/professional-bodies-trade-unions-and-sector-associations/
https://www.ecompetences.eu/professional-bodies-trade-unions-and-sector-associations/
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AI product certification should be presented as resolving many difficulties which would otherwise fall 

to the SME.   

3.4. Commercial industry motivation 

The strategy for motivating industry is to make it profitable to produce ethical AI products by building 

market demand for them.  

The primary aim is to plant two key perspectives in the market:  

 An awareness of the need for ethical AI certification. This needs to be accompanied by  

awareness that such certification exists, and that it answers the perceived need. 

 Confidence that certified products, services and staff are easily available, that selecting a 

certified product or person is no more difficult than selecting an uncertified one, and that 

certified products are just as good as uncertified ones, if not better. 

A central ethical reference model is required in order to provide a common set of ethical criteria by 

which to ensure a minimum standard which all certifications must achieve in order to be valid.  This 

will need to be updated periodically.  This requires some form of ongoing organisation and associated 

review processes.   

3.5. Insurance pressure 

At some stage legal action is likely against the operator of an AI regarding some ethical aspect of its 

behaviour, such as racial or gender bias.  These matters therefore alter the liability of AI operators.  

Adoption of an AI which has been formally certified for compliance significantly lowers the risk for an 

insurer and should therefore affect insurance premiums.   We therefore recommend the inclusion of 

the insurance industry in the development of the CEARM.  We also recommend insurance companies 

be considered a prime channel for development of market need.  In particular, we recommend direct 

involvement by Insurance Europe15 in setting certification standards and training requirements.   

3.6. Procurement 

Public procurement is an effective method of influencing commercial product innovation (Dalpé, 

1994).  We recommend that the EU move towards requiring product and installation certifications for 

all AI’s as part of its procurement requirements, such that products may not be included in tenders 

unless they possess ethical AI product certifications and may not be activated once purchased until 

they have achieved an installation certificate.   

                                                           

 

 

 

15 https://www.insuranceeurope.eu/.  Its members are the EU’s national insurance associations and it 
represents 95% of total European insurance activity. 

https://www.insuranceeurope.eu/
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3.7. Certificate Badge Branding 

The final element required to create a market which demands ethical AI’s is widespread public 

awareness of certificates and what they offer.  In this respect, our model is based on the EU’s Energy 

Labelling Framework and its associated energy labels, such as the Electrical Product Labelling Scheme.  

We propose a similar scheme.  Under this system, approved certifications would generate a 

standardised ethical AI label.  Using similar mechanisms as have been used with the various energy 

labels, purchasers and users of systems can learn to read such labels.  This would enable them to 

quickly assess the ethical status of a product at a glance.  The Danish government is already developing 

such a badge16.  We believe it is important this work be conducted at EU level so as to avoid the rise of 

competing, possibly incompatible, national standards. 

The Energy Labelling Framework has been very successful and there is good evidence it is now an active 

consideration when people make purchases.  We believe much of what has been done with the Energy 

Labelling Framework could be emulated here.  The framework has been running for long enough to 

know what works, and so we suggest simply copying that. 

4. Public Awareness Raising About Ethical issues in AI 
While more and more industries are investing in AI, popular culture promotes an extremely limited 

understanding of the issues connected with the deployment of AI technologies, both from a technical 

perspective and regarding their social and ethical implications. This has resulted in the general public 

taking little to no part in discussions surrounding AI technologies, which are becoming integral to an 

ever-increasing number of societal functions. 

While AI ethics research and teaching has been centred around universities for the most part, as well 

as in the tech sector, the general public should also become familiar with social and ethical issues in 

AI, as its role in and impact on society is increasingly significant. A failure of the public to comprehend 

and engage with social and ethical issues in AI could result, on the one hand, in distrust in AI and 

therefore a lack of uptake or even active resistance. This could have negative economic effects and a 

loss of some of the benefits that AI could provide to society. On the other hand, it could lead to 

misplaced trust in AI, and social and moral harms that result from ignorance in the deployment and 

overuse of AI.  

So how can we attain public awareness about the social and ethical issues in AI, public awareness that 

makes members of the public educated citizens that allows them to hold informed viewpoints and 

                                                           

 

 

 

16 https://investindk.com/insights/denmark-paves-the-way-for-implementation-of-trust-by-design  

https://investindk.com/insights/denmark-paves-the-way-for-implementation-of-trust-by-design
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make informed (political) decisions regarding AI and its role in society? Which actors are responsible 

for generating such awareness and how can they do it? 

Some of the potential actors include the media, civil society organisations, AI industry, universities, 

and governments.  Each will have their part to play.  The media obviously have a central role in 

informing the public and in organizing events and debates in which citizens can participate. Yet, 

journalists may not always be properly informed themselves for them to take on this role.  How can 

they be better supported in this task?  

Civil society organisations also should play a role, especially civil organisations which are focused on 

issues related to AI, such as professional organisations in AI and computer science, and in other areas 

that are heavily impacted by AI, as well as human rights organisations, labour organisations and 

consumer organisations. Universities have a significant role because they are at the forefront of 

knowledge, both in AI and in ethics of AI.  Finally, governments also need to recognize the importance 

of an educated public and stimulate public awareness raising campaigns where possible. 

People with non-technical or non-academic backgrounds should also be given the chance to explore 

key issues in AI ethics through accessible in-person and distance-learning courses which combine 

theory with practical exercises by looking at real-world controversies on the topic.  Universities and 

educational institutions could consider making MOOCs available to the general public which provide 

accessible learning opportunities.  

The European e-Competence Framework needs to be updated to include ethical AI systems.  Other 

frameworks for digital competence may also need updating.  Since the Council of European 

Professional Informatics Societies (CEPIS) draws much of its codes of conduct from the e-Competence 

Framework, they should also be directly involved in the development of a set of formal specifications 

which all codes of conduct should include. 
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5. Glossary of terms  
Term Explanation 

AI Platform A back-end system which offers AI capabilities which other developers can 
use to build AI applications 

AI Platform provider A company offering AI platforms to developers, such as Clairifai, IBM and 
Google. 

Accountability Accountability applies to both individuals and institutions. It means taking 
responsibility for your actions rather than trying to shift responsibility (or 
blame) elsewhere. This involves being able to explain the reasons behind 
your actions when necessary, and being prepared to discuss your actions 
and their consequences. It implies a willingness to accept and act on 
criticism of your actions where that is justified.   

Auditability Auditability refers to the ability of an AI system to undergo the assessment 
of the system’s algorithms, data and design processes. This does not 
necessarily imply that information about business models and intellectual 
property related to the AI system must always be openly available. 
Ensuring traceability and logging mechanisms from the early design phase 
of the AI system can help enabling the system's auditability. 

Autonomy Autonomy is the ability to decide courses of action independently of a 
ruling body. In AI, a machine or vehicle is referred to as autonomous if it 
doesn’t require input from a human operator to function properly.  
However, ethical AI is more concerned with human autonomy, of which 
there are three types.  Moral autonomy refers to the innate capacity of 
humans to determine for themselves what is morally good and bad.  
Political autonomy refers to the capacity of human beings to form their 
own political opinions.  Personal autonomy refers to the innate capacity of 
human beings to decide how they should live, especially by what values 
they should make their decisions. 

Bias Bias is an unfair or unjustified prejudice towards or against a person, group 
of people, object, or position.  Bias can arise in many ways in AI systems. 
It does not necessarily relate to human bias or human-driven data 
collection. It can arise, for example, through the limited contexts in which 
a system in used, in which case there is no opportunity to generalise it to 
other contexts. Bias can be intentional or unintentional, but is a danger 
because it frequently causes discriminatory and/or unfair outcomes in AI 
systems 

Discrimination The act of making unjustified distinctions between human beings based on 
the groups, classes, or other categories to which they are perceived to 
belong.  Principles of non-discrimination state that in regard to human 
rights, there should not be any differentiation that is based on inalienable 
parts of one’s identity, including gender, race, age, sexual orientation, 
national origin, religion, income, property, health, disability and opinions.   

Diversity Diversity is the inclusion of different types of people, based on identity 
markers like gender, race, age, cultural heritage, ability, educational 
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background, cognitive style and the like. The principle of respect for 
diversity goes beyond the principle of non-discrimination to include 
positive valuation of individual differences, recognition of differences in 
individual need and support for the diverse composition of organisations 
and communities.  Applied in an AI context, respecting diversity 
accounting for designing for diversity in the composition of data sets that 
represent people, in user-centred design, in the inclusion of stakeholders 
and stakeholder perspectives, and in the composition of design teams. 

Ethics Ethics is an academic discipline which is a subfield of philosophy. Applied 
ethics deals with real-life situations, where decisions have to be made 
under time pressure, and often limited rationality. AI Ethics is generally 
viewed as an example of applied ethics and focuses on the issues raised by 
the design, development, implementation and use of AI. 

Ethics assessment The assessment, evaluation, review, appraisal or valuation of plans, 
practices, products and uses of research and innovation that makes use of 
ethical principles or criteria.   
 

Ethical AI Ethical AI refers to the development, deployment and use of AI that 
ensures compliance with ethical norms, including fundamental rights as 
special moral entitlements, ethical principles and related core values.  

Ethical impact 
assessment 

An approach for judging the ethical impacts of research and innovation 
activities, outcomes and technologies that incorporates both the means 
for a contextual identification and evaluation of these ethical impacts and 
the development of a set of guidelines or recommendations for remedial 
actions aimed at mitigating ethical risks and enhancing ethical benefits, 
typically in consultation with stakeholders. 

Ethical requisite An ethical requisite is a requirement relating to ethical aspects of the 
system and the development thereof.  Ethical requisites must be met in 
order to be compliant with the demands for responsible, trustworthy, 
ethical AI. 

Ethics by Design The approach of incorporating ethical considerations throughout the 
design, development and deployment phases of software and engineering 
product creation so as to avoid the product generating negative ethical 
effects. 

Explainability Explainability is the extent to which the internal mechanics of a machine 
or deep learning system can be explained in human terms. 

Informed consent Permission freely given and granted in full knowledge of the possible 
consequences. Informed consent must be appropriately documented, 
based on written or otherwise documentable records stemming from a 
person capable of giving consent or, where the person is not capable of 
giving consent, by his or her legal representative. 

Oversight The ability to oversee, supervise, and watch carefully over something – in 
this context, to oversee the functionality and output of AI systems. 

Personal data Information relating to an identified or identifiable natural person, directly 
or indirectly, by reference to one or more elements specific to that person.  
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Among these, special categories of data within the meaning of the General 
Data Protection Regulation concern personal data relating to racial or 
ethnic origin, political opinions, religious or philosophical beliefs, trade 
union membership, as well as genetic data, biometric data, data 
concerning health or concerning sex life or sexual orientation. 

Personal data 
processing 

Any operation or set of operations performed or not using automated 
processes and applied to personal data or sets of data, such as collection, 
recording, organisation, structuring, storage, adaptation or modification, 
retrieval, consultation, use, communication by transmission, 
dissemination or any other form of making available, linking or 
interconnection, limitation, erasure or destruction. 

Privacy by design  Privacy by Design is an approach taken when creating new technologies 
and systems. Privacy by Design encompasses IT systems, business 
practices and physical design. The approach is characterized by proactive 
anticipation of privacy invasive events so as to prevent them from 
occurring, rather than fixing them afterwards.(Cavoukian, 2009) 

Profiling According to Article 4(4) of the GDPR, 'profiling' means any form of 
automated processing of personal data consisting of the use of personal 
data to evaluate certain personal aspects relating to a natural person, in 
particular to analyse or predict aspects concerning that natural person's 
performance at work, economic situation, health, personal preferences, 
interests, reliability, behaviour, location or movements 

Pseudonymisation According to Article 4 of GDPR, ‘pseudonymisation’ means the processing 
of personal data in such a manner that the personal data can no longer be 
attributed to a specific data subject without the use of additional 
information, provided that such additional information is kept separately 
and is subject to technical and organisational measures to ensure that the 
personal data are not attributed to an identified or identifiable natural 
person 

Reproducibility Reproducibility describes whether an AI experiment exhibits the same 
behaviour when repeated under the same conditions. 

Stakeholders All those that research develop, design, deploy or use AI, as well as those 
that are (directly or indirectly) affected by AI – including but not limited to 
companies, organisations, researchers, public services, institutions, civil 
society organisations, governments, regulators, social partners, 
individuals, citizens, workers and consumers. 

Traceability Traceability of an AI system refers to the capability to keep track of the 
system’s data, development and deployment processes, typically by 
means of documented recorded identification. 

Table 2: Glossary of terms 
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